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Abstract

Model generalizability describes how well the results or findings from a sample are
applicable to other samples in the population. In this tutorial, we first explain model
generalizability through the statistical concept of model overfitting and its outcome (i.e., validity
shrinkage). A Shiny app is provided to simulate and visually illustrate how model complexity,
sample size, and effect size affect model overfit in the original sample and validity shrinkage in
new samples. We then discuss cross-validation as a method for evaluating how well a fitted
model will perform in new samples, and provide R code for implementing this method. Further,
to help researchers understand how to apply cross-validation to their own research, we walk
through three examples, accompanied by step-by-step illustrations in R. This tutorial is expected
to help readers develop the knowledge and skills to use cross-validation to assess model
generalizability in their research and practice.
Keywords: model generalizability, cross-validation, validity shrinkage
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Making Sense of Model Generalizability: A Tutorial on Cross-Validation in R and Shiny
We use statistical models to understand and predict human behavior through data.
However, because these models capitalize on the unique characteristics of the sample data, they
tend to overfit the original sample and produce overly optimistic results that may not generalize
to other samples. We discuss model generalizability as how well models obtained from one
sample fit other samples from the same population1. In part, concerns over replicability are
concerns over model generalizability (e.g., Yarkoni & Westfall, 2017). Model generalizability
focuses on whether the exact model parameters estimated from one sample could accurately
capture the relations among variables in another sample, whereas replicability focuses on
whether the magnitude of effects observed in one sample could also be observed in another
sample. If the model does not generalize to new samples, it is less likely that findings from one
study would replicate in another study. Therefore, in this tutorial, we provide a basic introduction
to model generalizability and cross-validation—a method for evaluating model generalizability.
We begin by illustrating, in a Shiny app, how statistical models tend to overfit sample
data, and hence why the model tends to fit less well in a new sample than in the original sample,
leading to poor model generalizability. We discuss how model generalizability is affected by
model complexity, sample size, and effect size. Then, we review the major steps in crossvalidation, and discuss three specific techniques that researchers may use with their own sample
data: k-fold cross-validation, leave-one-out cross-validation (LOOCV), and Monte-Carlo crossvalidation (MCCV). Finally, we show how to implement cross-validation using the easy-to-use
and powerful R package, caret (Kuhn, 2008), by walking through three examples. These

1

Generalizability could have broader theoretical meaning (e.g., generalizing to a new population
and setting). However, in this tutorial, we focus on the generalizability of statistical models.

CROSS-VALIDATION TUTORIAL

4

examples are based on three psychological studies that used statistical models and examined
sample sizes common to the field (Miyamoto & Kitayama, 2002; Stavrova, Ehlebracht, &
Fetchenhauer, 2016; Zhong & Liljenquist, 2006). This tutorial is expected to help readers
develop the knowledge and tools to use cross-validation to assess model generalizability in their
research and practice.
Model Overfit via Simulations in a Shiny App
Suppose we want to model the relationship between a person’s weight and height. We
start with obtaining a random sample from the population with people’s weight and height
information. We then use this sample data to estimate the parameters in a statistical model. For
example, fit a regression model to the sample dataset and obtain the regression coefficients. This
sample is called the calibration sample, as the process of estimating the regression coefficients is
analogous to “calibrating” the model.
Let us visualize the process using the interactive Shiny app
(http://blindreviewlink.com/ShinyApp/CrossValTutorial.html2). You could interact with the
Shiny app by using the grey control panel on the left-hand side. To randomly draw a sample of
50 observations from the population, move the “Calibration Sample Size” slider to 50. Assume
that, in the population, the true relationship between height and weight is linear and has an effect
size of 𝜌 = .5. To specify this, move the “Population Effect Size” slider to 0.5. Then, generate
the sample by clicking the “Generate Calibration Sample” button. You will obtain a sample of
50 people, drawn from a population where the true relationship between weight and height is

2

This is a temporary link for blind review purpose, as the original URL link includes authoridentifiable information. The destination of the temporary link will provide the exact
functionality of the Shiny app.

CROSS-VALIDATION TUTORIAL

5

𝜌 = .5. Notice that a scatter plot with 50 black dots shows up in the Shiny app (see Figure 1a3).
Each black dot in the plot represents one of the 50 people in the calibration sample, where their
weight is plotted along the horizontal axis, and their height is plotted along the vertical axis.
Next, to build our model, let us fit a regression model to the sample dataset, and obtain
the regression coefficients. When there is only one predictor (e.g., weight), the fitted regression
model has the following general form:
𝑦̂ = 𝑏0 + 𝑏1 𝑥 + 𝑏2 𝑥 2 +. . . +𝑏𝑘 𝑥 𝑘
where 𝑦̂ is the predicted value of the criterion (e.g., height) when the predictor (e.g., weight), 𝑥,
takes on a particular value. The regression coefficients, 𝑏0 , 𝑏1 , 𝑏2 , . . . , 𝑏𝑘 , represent the magnitude
of the different forms of the relationship between weight and height. For example, 𝑏1 captures the
magnitude of the linear relationship between weight and height, 𝑏2 captures the magnitude of the
quadratic component of the relationship between weight and height, and so on.
Remember, we are trying to model the relationship between people’s heights and their
weights. That is, we are trying to estimate the form and magnitude of the relationship between
weight and height, using the calibration sample data. Let us start off by trying a simple linear
regression model with the following form: 𝑦̂ = 𝑏0 + 𝑏1 𝑥. The degree of polynomial in this model
is 1 (i.e., 𝑦̂ = 𝑏0 + 𝑏1 𝑥 1 ). To specify this model in the Shiny app, move the “Degree of
Polynomial” slider in the control panel to 1. Then, fit the model to the calibration sample dataset
by clicking on the “Fit the model!” button. Did you notice that a black line was added to the

3

Your output could look slightly different from Figure 1a, as the sample is randomly drawn from
a distribution. Note that this would not greatly influence you following the tutorial. For
demonstration purpose, the Shiny app specifies that the initial sample draw is consistent across
application trials. To obtain the same output as Figure 1a, refresh the Shiny app site and closely
follow the instructions from the beginning of this section.
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scatter plot? This is the fitted regression line. If you select “Show residual errors” in the control
panel, you can see how well the model fits the sample data (see Figure 1b). This leads us to our
first observation:
Observation 1: The Model is Obtained by Minimizing the Sum of Squared Residual Errors
in the Calibration Sample
As shown in Figure 1b, the black dots represent the weights and heights of the individuals
in the calibration sample. The black line represents the fitted regression model, and thus it shows
the estimated (i.e., expected) height (unit: cm), given weight (unit: kg). For example, if we know
that a person weighs 58 kg, then our best estimate of that person’s height is 173.7 cm. The
residual errors, which we asked for earlier (by selecting “Show residual errors”), are
represented by the black vertical dotted lines. The residual errors indicate the extent to which the
expected heights (i.e., each point along the black line) differ from the observed heights (i.e., the
black dots). Notice that the black vertical dotted lines (residual errors) are generally short, as the
fitted regression line (black line) tries to “trace”, or get close to, the black dots (observed weights
and heights). This is because the fitted regression line is obtained by minimizing the sum of the
squared residual errors. More simply, the fitted regression line aims to provide the best possible
fit to the calibration sample data.
We also noticed that, as shown at the top of the scatter plot in Figure 1b, 𝑅 2 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 =
.31. This means that the model explains 31% of the variance in the calibration sample. As we are
fitting a simple linear model, the square root of 𝑅 2 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 is equivalent to the Pearson
correlation between weight and expected height in the calibration sample, √𝑅 2 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 =
√. 31 = .56, which is the sample effect size. Notice that the sample effect size is larger than the
population effect size (𝜌 = .5). This suggests that the regression line is (over-)fitted to the
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idiosyncratic characteristics of this calibration sample. That is, the model treated some sampling
variations as part of the relationship between weight and height.
Observation 2: The Model Obtained from the Calibration Sample Tends Not to Generalize
Well to New (Validation) Samples
Although we fitted the model using the calibration sample, we are generally interested in
how well the model estimates the relationship between weight and height in other samples from
the same population. That is, we are interested in evaluating the generalizability of the model in a
new sample, i.e., the validation sample, as the evaluation process is analogous to “validating”
the generalizability of the model. Specifically, we evaluate the prediction accuracy of the model
in the validation sample. Prediction accuracy is calculated, in the validation sample, as the
squared correlation between the expected and observed heights (i.e., 𝑅 2 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 ), and reflects
the accuracy with which a fitted model (obtained in the calibration sample) predicts the criterion
(e.g., height) for the observations not used in fitting the model (i.e., the validation sample).
In our example, we will randomly draw a validation sample of size 50 (i.e., same sample
size as the calibration sample) from the population. We will then apply the calibrated model to
this new sample to test how well it fits in a new sample. In the Shiny app, click “Test in a new
sample!” The updated result is shown in Figure 1c. Compared to the plot in Figure 1b, a new set
of 50 grey dots (representing the observations in the validation sample) have been added to the
plot in Figure 1c.
By testing our model in the validation sample, what we have done is to take the
regression model (i.e., the black line) obtained based on the calibration sample (i.e., black dots)
and see how well it predicts height from weight in the validation sample (i.e., grey dots). It can
be seen from the figure that the black line does a poorer job of modeling the relationship between
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weight and height in the validation sample than in the calibration sample. First, notice that the
validation residual errors (i.e., vertical grey dotted lines) are larger, on average, than the
calibration residual errors (i.e., vertical black dotted lines). Second, 𝑅 2 in the validation sample
(𝑅 2 𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛 = .11) is smaller than in the calibration sample (𝑅 2 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 = .31), indicating
that the same fitted regression model explained less variance in the validation sample than in the
calibration sample4. The decrease in 𝑅 2 from the calibration sample to the validation sample is
called validity shrinkage. Relatedly, the model has a low prediction accuracy (𝑅 2 𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛 =
.11), which suggests that, in the validation sample, the model does not do a good job in
representing the relationship between height and weight.
In general, statistical models fitted to calibration sample data tend to overfit because these
models capture variation that is unique to the calibration sample and unrepresentative of the
underlying relationship in the population. The statistical model tends to mistakenly capture
sample-specific noise as signal. Thus, when this same model is applied to a new, validation
sample (also with its own idiosyncrasies), the model does a poorer job of predicting heights from
weights.
Observation 3: Model Generalizability is Influenced by (a) Model Complexity, (b) Sample
Size, and (c) Effect Size
Observation 3a: The model generalizes less well when the model is complex. In our
earlier attempt, we started off by modeling the simple linear relationship between weight and

4

We use R2 because it is one of the most widely-used prediction accuracy measures in crossvalidation, and it is also very common in psychological research. However, prediction accuracy
(or prediction error) is also represented by measures such as mean squared errors (MSE) and root
mean squared errors (RMSE). For further discussion of the estimation of prediction accuracy, see
Kuhn and Johnson (2013).
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height. Specifically, we estimated the following model: 𝑦̂ = 𝑏0 + 𝑏1 𝑥. However, as we
highlighted earlier, a relationship between variables could take different forms (e.g., non-linear
relationship). In practice, we usually do not know the true form of the relationship between a
predictor and a criterion, and thus would consider examining different forms of statistical models
to model the relationship between weight and height. To examine if a non-linear relationship
between weight and height is plausible, we could fit increasingly complex models to the data and
then evaluate their fit. For example, we could fit a quadratic regression model 𝑦̂ = 𝑏0 + 𝑏1 𝑥 +
𝑏2 𝑥 2 , where there is a third coefficient, 𝑏2 , associated with 𝑥 2 (i.e., polynomial of degree 2). We
could also fit a cubic regression model 𝑦̂ = 𝑏0 + 𝑏1 𝑥 + 𝑏2 𝑥 2 + 𝑏3 𝑥 3 , where there is a fourth
coefficient, 𝑏3 , associated with 𝑥 3 (i.e., polynomial of degree 3), and so forth. Each additional
regression coefficient increases the model’s complexity, and by doing so it also makes it easier
for the model to more closely fit the calibration sample data.
Try this now in the Shiny app. First, let us focus on how well the regression model fits in
the calibration sample. That is, while keeping the “Show residual errors” box checked,
sequentially increase the model complexity (i.e., degree of polynomial) from 1 to 2, 3, 4, and 10,
each time clicking on the “Fit the Model!” button to see the calibration sample results.
Remember, when the degree of polynomial increases, the regression model includes more terms,
and thus model complexity increases. You should be able to observe that the model (i.e., black
line) fits the data more closely (and the 𝑅 2 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 increases) as model complexity increases
(i.e., as the degree of polynomial of the model increases from 1 to 10). For example, Figure 1d
shows the result for when the degree of polynomial is 2 (i.e., a quadratic regression model).
Notice that the black line (fitted model) curved to better trace the pattern of the calibration
sample observations (i.e., black dots), thus explaining more variation in the calibration sample
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observations. This is also reflected in the fact that 𝑅 2 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 (= .32) is larger than the linear
regression result in Figure 1c, where 𝑅 2 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 = .31.
Next, let us examine how the model performs in the validation sample. That is, while
keeping the “Show residual errors” box checked, sequentially increase the model complexity
(i.e., degree of polynomial) from 1 to 10, each time clicking on the “Test in a New Sample!”
button to see the validation sample results. You should be able to observe that, as the complexity
of the model increases, the model (i.e., black line) fits the validation data (i.e., grey dots) less
well. This is reflected by a generally low prediction accuracy (𝑅 2 𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛 for more complex
models, as compared to simple models5. Thus, in general, as the model becomes more complex,
it generalizes less well to other samples in the population.
Observation 3b: The model generalizes less well when calibration sample size is
small. Given Observation 3a, you might be asking: what other factors influence model overfit
and shrinkage? To answer the question, one natural place to look for might be the initial step of
model fitting—specifically, the calibration sample that was used to obtain the model parameters.
Let us try varying the calibration sample size. In the Shiny app, set the population effect size at
𝜌 = .5 (using the “Population Effect Size” slider), and the degree of polynomial at 1 (using the
“Degree of Polynomial” slider). Then, while maintaining that the “Show residual errors” box
is checked, click on the “Test in a new sample!” button to see the validation sample results.
Then, increase the sample size sequentially to 50, 100 and 200 and repeat the above procedure.
You will notice that as the sample size increases, 𝑅 2 𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛 becomes more similar to

5

Due to sampling variation, this might not be exactly accurate for a given trial. However, if you
try multiple times (i.e., click “Test in a New Sample!” button multiple times for each model
complexity), you will observe this general trend.
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𝑅 2 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 . In contrast, when the sample size is small (e.g., N = 30), 𝑅 2 in the calibration and
validation samples can be quite different. In general, we expect to see that as the calibration
sample size increases, the difference between 𝑅 2 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 and 𝑅 2 𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛 decreases. That is,
as the calibration sample size increases, the model tend to overfit less, and validity shrinkage
decreases. That is, compared to when the sample size is large, model fitted on calibration sample
with small sample size tends to have a smaller prediction accuracy, and thus generalize less well.
Observation 3c: The model generalizes less well when the true effect size is small.
Now, let us vary the population effect size. In the Shiny app, set the calibration sample size to N
= 50, and the degree of polynomial to 1, and move the “Population Effect Size” slider all the
way to the left to set the population true effect size to 𝜌 = .2. Generate a calibration sample from
the new population by clicking the “Generate Calibration Sample” button. Then, check the
“Show residual errors” box, and then click the “Test in a new sample!” button to see the
validation sample results. Subsequently, increase the population effect size from 𝜌 = .2 to 𝜌 =
.5, to 𝜌 = .8 and repeat the procedure. In general, we expect to see that, as the true effect size
increases, the difference between the 𝑅 2 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 (obtained in the calibration sample) and the
𝑅 2 𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛 (obtained in the validation sample) decreases. That is, when the true (population)
effect size is small, the model tends to generalize poorly.
Combined effects of model complexity, calibration sample size, and effect size. On
your own, try different combinations of model complexity (“Degree of Polynomial”),
calibration sample size (“Calibration Sample Size”), and effect size (“Population Effect Size”)
and examine how they influence the calibration and validation sample model fit6. Which

6

For expository and pedagogical reasons, we first walked through a single consistent example,
where we observe and discuss specific inputs and results. The value of simulation is that it
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combination yielded the highest 𝑅 2 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 ? What was the 𝑅 2 𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛 under that
combination? In general, you will find that: the generalizability of the model is worse when (a)
the model is complex, (b) calibration sample size is small, and (c) effect size is small.
While the Shiny app offers a convenient interface to explore the statistical concepts
discussed above, it is limited in that each sample draw is influenced by sampling variation. You
might notice that the results for a single combination (e.g., calibration sample size = 50,
population effect size = 0.5, degree of polynomial = 3) vary across trials (or each click of
“Generate Calibration Sample” or “Test in a new sample!” button). To help readers better
understand Observation 1, 2 and 3, we use simulation to provide further demonstrations in
Appendix A. Specifically, we repeatedly simulated the trials to show how model generalizability
varies across combinations. This is the same process that would occur if we repeatedly clicked
the corresponding buttons (used in the demonstrations of Observations 1, 2, and 3) in Shiny app
to draw samples, fit the models, and compare model fits. Overall, the simulation results in
Appendix A shows that, across 1000 trials, model generalizability decreases as (a) the model
becomes more complex, (b) calibration sample size decreases, and (c) true effect size decreases.
Statistical Models in Psychological Research
Most psychologists are interested in the true (i.e., population-level) relationship between
the predictor(s) and the criterion. For instance, in our simple example described above, we were
interested in the relationship between weight and height. As we observed in the example, the
statistical model (i.e., the fitted regression line) that was developed to explain the relationship
between height and weight tended to overfit the calibration sample, such that the model fit

allows us to examine results under varying conditions. We encourage readers to use the Shiny
app to explore different combinations and sampling variations.
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shrunk in a new, validation sample. Further, we also observed that the extent to which statistical
models generalize to other samples depends on the model complexity, sample size, and effect
size.
These factors are particularly relevant to consider because, at least until very recently,
many psychological studies were based on small sample sizes (Shen, Kiger, Davies, Rasch,
Simon, & Ones, 2011). For example, in a recent replication attempt examining 28 classic social
psychological studies (Klein et al., 2018), the median sample size of the original studies was 86.5
(calculated from the raw data: https://osf.io/crz2n/; Klein et al., 2018). As small samples tend to
be less representative of the population, models fitted on such calibration samples have increased
potential to be overfitted, as they capture idiosyncratic sample variance.
Psychological studies also tend to focus on small effect sizes. Moreover, in replication
studies, the replications tend to yield smaller effect sizes than the original studies. For example,
in the Many Labs 2 project (Klein et al., 2018), the median Cohen’s ds was 0.15 for the
replications, as compared to 0.60 for the original studies. In fact, a summary of the effect sizes
reported in social psychology showed a median effect size estimate of r = .257 (Lovakov &
Agadullina, 2017); and a summary of the effect sizes reported in applied psychology showed a
mean effect size estimate of about r = .228 (e.g., Bosco, Aguinis, Singh, Field, & Pierce, 2015;
Paterson, Harms, Steel, & Crede, 2016). In addition, interaction effects (or moderators) are often
included in the models to examine the relationship between an independent variable and
dependent variable in the presence of other variables. Further, in some areas of psychological

7

Based on studies included in 98 published meta-analyses in social psychology. 9884 correlation
coefficients and 3580 Hedges’ g statistics were used in the estimation.
8
Bosco et al.’s (2015) estimation was based on 147,328 correlations; Paterson et al.’s (2016)
estimation was based on 250 meta-analyses.
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research, especially where it is difficult to experimentally control for potentially confounding or
nuisance variables, it is typical to statistically control for these additional variables. For example,
demographic variables such as gender, race, and age are often added to and controlled for in the
models. Both interaction effects and multiple control variables increase model complexity.
Moreover, recent advances in, and enthusiasm for, big data and machine learning techniques
have resulted in increasingly complex models being used to understand and predict human
behavior. However, it is well-known that a complex model tends not to generalize well.
In order to minimize model overfit and increase the generalizability (decrease shrinkage),
we need to ensure that the models are not unnecessarily complex, the sample size is large, and
the effect size is nontrivial. However, this “trifecta” is rare in psychological research. The
complexity of the model is often guided by theory; increasing sample size is often associated
with a higher cost; and the size of a given effect is not subject to researcher discretion. Thus,
psychological studies are often prone to model overfit, and we must consider model overfit and
assess model generalizability. That is, there is a need for methods that could provide additional
information on how well statistical models are expected to generalize to new samples in the
population or the population itself—cross-validation is such a method9.
Cross-Validation: A Method to Assess Model Generalizability
The most intuitive way to assess model generalizability is to evaluate the model on a
dataset from a new (i.e., validation) sample from the same population, as we demonstrated in the
previous section using Shiny app. However, obtaining a new sample can sometimes be a

9

Cross-validation is also used for model selection. However, most psychological research follow
an a priori hypothesis testing approach, rendering methods such as variable selection not
applicable. Therefore, in this tutorial, we only discuss cross-validation as a method for evaluating
and informing the researcher of model generalizability (shrinkage).
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challenge, due to reasons such as limited resource. Cross-validation is an alternative approach
that uses data from the sample that we already have in hand, without having to rely on a new
sample (e.g., Hastie, Tibshirani & Friedman, 2009). For example, we could evenly split the
sample data into two sets, and fit (or train) a model in the first set (training set) and evaluate (or
test) the generalizability of the model in the second set (test set). If the model fit is similar
between the training and test sets, it provides some evidence that the model is not overfitted and
thus, likely to generalize well to new samples.
One disadvantage of the above approach, however, is that only half of the data was used
to train the model. Given that models fitted on small sample sizes tend to overfit, using only half
of the data tend to result in models that will not likely generalize well. That is, using only half of
the data to train the model will likely result in underestimated prediction accuracy (e.g., James,
Witten, Hastie, & Tibshirani, 2017). Moreover, as prediction accuracy depends on precisely
which observations are included in the datasets to train and test the models, a single attempt of
splitting the data and testing the model could yield an inaccurate evaluation. Due to these
reasons, most cross-validation approaches try to improve on the strategy by repeating this
process in slightly different splits of the data. Put simply, the essence of cross-validation is to
generate training and test sets from the sample data so as to sequentially train, then test, the
model. This general underlying process is summarized in Table 1, along with an example
illustration for regression model. Although specific techniques exist which differ in terms of (a)
how the data is split, and (b) how many repetitions of the train-then-test cycles are conducted,
they share the same general underlying process.
As seen in Table 1, there are five steps in cross-validation: 1) obtain training set and test
set; 2) fit a model in the training set; 3) apply the fitted model to the test set and obtain prediction
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accuracy (from the test set); 4) repeat Steps 1 to 3; 5) calculate an aggregate of cross-validated
prediction accuracy from all the repetitions. The above process could be simply summarized as
repeated train-and-test. If the resulting aggregated cross-validated prediction accuracy is high, it
implies that the model will likely generalize well in a new sample.
Cross-validation example using Shiny app. We could use the Shiny app
(http://blindreviewlink.com/ShinyApp/CrossValTutorial.html) to visualize and animate the
above cross-validation procedure with a regression example. In this example, we will use a 5fold cross-validation technique and split the data into 5 equal-sized subsets. (This is a specific
example of what is called k-fold cross-validation, where k = number of subsets of data. We will
discuss the technique in more detail in the next section.) We will assess the model
generalizability of a cubic (3rd-order polynomial) regression model that was fitted using a
calibration sample of size 50, where the population effect size is 0.5. To specify the above
characteristics, in the grey control panel on the left-hand side, move the “Calibration Sample
Size” slider to 50, the “Population Effect Size” slider to 0.5, and click the “Generate
Calibration Sample” button. Then, move the “Degree of Polynomial” slider to 3 to specify a
cubic regression model. At this point, your preparation is complete. Now, click on the “5-Fold
Cross-Validation” button and watch how each step of the 5-fold cross-validation procedure
unfold before your eyes!10
Figure 2 shows a screenshot of the Shiny app display of the 5-fold cross-validation, after
the animation has concluded. Notice that five more plots showed up alongside the original scatter
plot (with black dots). Each plot represents one fold (or iteration) of the 5-fold cross-validation

10

It might take a few seconds for the cross-validation animation to start in the Shiny app after
you clicked on the “5-Fold Cross-Validation” button.
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procedure. In each plot, the blue-and-red bar at the top of the plot demonstrates how the original
dataset was split into training and test sets. For example, in the “1st Fold” (top center figure), the
first subset of the original dataset (1/5 of the original dataset) was used as the test set, whereas
the rest of the dataset (4/5 of the original dataset) was used as the training set. As you can see in
the plot below the blue-and-red bar, the 50 black dots in the original scatterplot (top left figure)
are colored as blue and red in the new plot (labeled “1st Fold”). Specifically, 1/5 of the dots
(observations) are now blue (test set), whereas the rest of the dots (i.e., 4/5 of the observations)
are red (training set). In each fold, the model (cubic regression model) was fitted to the training
set, and then evaluated using the test set. The red line in the plot represents the fitted model
obtained from the training set. The prediction accuracy of the test set, (cross-validated) 𝑅 2 𝐶𝑉 ,
was then estimated and shown, in blue, at the center-top of each plot. For example, in the 1st
Fold, 𝑅 2 𝐶𝑉 = .15.
Finally, the average of the 𝑅 2 𝐶𝑉 ’s (𝑅 2 𝐶𝑉.𝐴𝑣𝑔 ) across the five folds is shown, in red, in the
rightmost section of the display, along with the calibration sample 𝑅 2 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 . In Figure 2,
𝑅 2 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 was .35, whereas 𝑅 2 𝐶𝑉.𝐴𝑣𝑔 (average cross-validated prediction accuracy) was .33.
𝑅 2 𝐶𝑉.𝐴𝑣𝑔 was lower than 𝑅 2 𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛 , which suggests that the model tends to not generalize
well when tested in new datasets that were not used to fit the model (i.e., the test sets). Further, it
suggests that if we draw a new sample from the population and apply the model to that sample,
the model fit (𝑅 2 ) will be less than .35 and closer to .33 on average11.

In addition, notice that 𝑅 2 𝐶𝑉 varied across the five folds. Specifically, some folds have very
low 𝑅 2 𝐶𝑉 (e.g., 1st Fold: 𝑅 2 𝐶𝑉 = .15), whereas other folds have very high 𝑅 2 𝐶𝑉 (e.g., 2nd Fold:
𝑅 2 𝐶𝑉 = .57). As previously explained, this is because the cross-validated prediction accuracy of
each of the folds was influenced by the specific observations that were included in the training
11
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Cross-Validation Techniques
Over the years, many specific techniques have been introduced to conduct crossvalidation. In the Shiny app example above, we illustrated the k-fold cross-validation
technique12. In this section, we will systematically discuss the k-fold technique, as well as two
other cross-validation techniques: leave-one-out cross-validation (LOOCV), and Monte Carlo
cross-validation (MCCV). Table 2 provides a comparison of the three techniques. The techniques
differ in the procedures used to generate the training and test sets.
k-fold cross-validation (Geisser, 1975). In k-fold cross-validation, the dataset is
randomly split into k equal-sized subsets. Then, the repeated train-then-test procedure is carried
out k times, where one of the k subsets is used as a test set. To elaborate, in the first iteration (or
“fold”), the first 1/kth of the data serves as the test set, and the rest of the data serves as the
training set. Next, a model is fitted using the training set. Then, cross-validated prediction
accuracy (𝑅 2 𝐶𝑉 ) is calculated using the test set. The same train-and-test procedure was carried
out sequentially with each of the 1/k partition of the data as the test set, resulting in k number of
𝑅 2 𝐶𝑉 . Finally, an average cross-validated prediction accuracy (𝑅 2 𝐶𝑉.𝐴𝑣𝑔 ) was calculated, by
taking the average across the k folds, to represent the overall cross-validated prediction accuracy.
Leave-one-out cross-validation (LOOCV). LOOCV is a special adaptation of the k-fold
approach. Suppose the sample size is n, then LOOCV is simply the n-fold cross-validation
where, in each fold, 1 observation from the dataset is treated as the test set, and the rest of the
𝑛 − 1 observations in the data is treated as the training set. This procedure is repeated for all the

and test sets. Thus, relying on the results of single folds will not be accurate and it is necessary to
examine multiple iterations (folds) across repeated train-and-test cycles.
12
Specifically, in the example, we illustrated 5-fold cross-validation procedure, where k =
number of subsets of data = 5.
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n observations in the dataset. The calculation of prediction accuracy differ between k-fold crossvalidation and LOOCV. In LOOCV, As there is only one observation in the test set for each fold,
𝑅 2 cannot be calculated in each fold (i.e., correlation cannot be calculated from 1 observation).
Instead, we collect the predicted criterion value from each fold. For example, for the first
observation in the dataset, we fit a model using the 2nd to nth observation (subset of size 𝑛 − 1;
training set) and use the fitted model to predict the height (𝑦̂) from the weight of the 1st
observation (test set). Thus, from each of the n folds, there will be one predicted height (𝑦̂) and
an observed height (𝑦) corresponding to the same observation (test set). The prediction accuracy
(i.e., cross-validated 𝑅 2 ) is then calculated as the squared correlation of 𝑦̂ and corresponding 𝑦,
from all n folds.
LOOCV may be particularly useful when sample size is small (Bishop, 2006). As we
highlighted earlier, training a model from a small subset of data could lead to underestimating
the prediction accuracy (James et al., 2017). LOOCV allows a researcher to train the model using
all the available data, except the one observation/data point that is held out to test the model. By
doing so, it maximizes the size of training set in each iteration, which reduces the limitation of
small sample size.
Monte-Carlo cross-validation (MCCV; Picard & Cook, 1984). In Monte-Carlo crossvalidation13, the dataset is randomly split into a training set and a test set based on a predefined
proportion. For example, if the predefined proportion is 20:80, then 20% of the observations will
be randomly selected to form the test set, and 80% to form the training set. A model is then fitted

13

Also known as repeated random sub-sampling validation.
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to the training data and tested on the test data. This random data splitting, together with the trainthen-test procedure is repeated a predefined number of times (e.g., 100 times).
In the current tutorial, we introduced three simple cross-validation techniques. Appendix
B shows annotated R code for implementing k-fold CV, LOOCV, and MCCV. In addition to
these three techniques, there are many other techniques that are available. The choice of specific
cross-validation techniques depends on the statistical properties of these methods in different
conditions. We encourage interested readers to refer to Hastie et al. (2009, Chapter 7), as well as
Arlot and Celisse (2010, p. 68-69) for detailed and comprehensive discussions.
Step-By-Step Illustrations in R: Three Real-World Examples
In the previous section, we focused on demonstrating the cross-validation procedure, first
visually through the Shiny app, and then also through description of three specific crossvalidation techniques. The purpose of the previous section is to help readers develop an intuition
about what was happening in each step of the cross-validation process. In this section, we
demonstrate how to easily conduct cross-validation on empirical data, using the caret R
package (Kuhn, 2008).
The caret package is a powerful and easy-to-use toolbox that allows users to perform
series of data analyses, including cross-validation, through a few simple lines of code. For
example, a typical modeling and cross-validation procedure can be easily done using two
functions: train() and trainControl(). At the time of this writing, the caret package
provides functionality for fitting 238 distinct statistical models and using seven distinct
techniques to implement cross-validation.
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To illustrate how to conduct cross-validation using caret, we walk readers through three
examples based on publicly available empirical datasets14. We chose these particular examples,
as the design, statistical methods, and sample sizes were typical of psychological studies. The
first example is based on a study examining individual differences in the belief in scientifictechnological progress and life satisfaction (Stavrova, Ehlebracht, & Fetchenbauer, 2016). The
next two examples are based on datasets from a recent replication effort examining 28 classic
and contemporary social psychology studies (Klein et al., 2018). We provide annotated R code to
walk readers through each of the necessary steps.
Example 1: k-Fold Cross-Validation
In this first example, we demonstrate how to implement 10-fold cross-validation in a
reasonably complex linear regression model reported in Stavrova, Ehlebracht, and Fetchenhauer
(2016; Study 1, Model 4). Using data (N = 1,433) from the Longitudinal Internet Studies for the
Social Sciences in the Netherlands (LISS; Scherpenzeel & Das, 2010), Stavrova et al. (2016)
examined whether belief in scientific-technological progress was positively associated with life
satisfaction, even after controlling for other known predictors of life satisfaction, most
importantly, religiosity; and also the Big Five personality traits, and demographic variables such
as income, marital status, and age. The model fit (𝑅 2 ) in the original sample was .27.
Appendix C shows detailed descriptions of the cross-validation procedure. The resulting
cross-validated prediction accuracy is .24, which suggests that, even though the original sample’s

14

The data sets come from two sources: the LISS (Longitudinal Internet Studies for the Social
sciences) panel (Scherpenzeel & Das, 2010), and the Many Labs 2 effort (Klein et al., 2018;
https://cos.io/our-services/research/many-labs-2-project-overview/). The LISS panel is
administered by CentERdata (Tilburg University, The Netherlands), and researchers could
request access to the panel through https://www.lissdata.nl/.
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𝑅 2 was .27, in a new sample, the prediction accuracy is likely to be closer to .24. Although this
model was reasonably complex, the sample size was quite large, and thus the overall crossvalidated 𝑅 2 value was not much smaller than in the original study.
Examples 2 and 3: Leave-One-Out Cross-Validation (LOOCV)
Klein et al. (2018) conducted a large-scale replication effort (N = 15, 305 from 125
samples representing 36 countries/territories) to examine 28 well-known effects that have been
reported in previous social psychological studies. The major goal of this collaborative project
was to investigate how “samples and settings” influenced the effect sizes obtained in a study. We
selected examples in Many Labs 2 to show how cross-validation can be useful in informing
researchers about the replicability of study findings. Specifically, we reviewed the 28 original
effects that were replicated (see Klein et al., 2018, Table 2), and selected one effect that was (on
average) large across the replication samples [i.e., correspondence bias (replicating Miyamoto &
Kitayama, 2002); Median d = 1.78], and one effect that was (on average) small across the [i.e.,
moral violations & cleansing (replicating Zhong & Liljenquist, 2006); Median d = 0.00].
Further, we selected the single replication attempt that most closely matched the original
study (in terms of its effect size) to conduct cross-validation. This led us to select the sample data
from the “tilbergcomm” data source15 on the correspondence effect (reported d = 2.39), and the
“jmu” data source16 on the moral violations and cleansing effect (reported d = 0.50). We
implemented LOOCV on both datasets, as the sample sizes of both of the samples are considered
small (N = 102 for the “tilbergcomm” data source, N = 77 for the “jmu” data source).

15

Principal investigator: M.M.H. Pollmann, Department of Communication and Information
Sciences, Tilburg, Netherlands.
16
Principal investigators: Jaime Kurtz and Cheryl Welch, Department of Psychology, James
Madison University, Harrisonburg, VA 22807
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Replicating the effect of correspondence bias (N = 102). Correspondence bias (Jones &
Harris, 1967) describes a tendency to draw inferences about a person’s attitude based on the
person’s behavior (e.g., writing an arguing for the death penalty) that corresponds to (i.e., can be
explained by) the attitude (e.g., pro-capital punishment). In the original study, Miyamoto and
Kitayama (2002) studied cross-cultural differences in correspondence bias. They found that,
compared to Japanese undergraduate students, American undergraduate students had a larger
tendency to infer a writer’s attitude from the content of the writer’s essay, even after controlling
for perceived social constraint. That is, the difference in perceived attitudes of those assigned to
write pro- versus anti-capital punishment essays was larger in the American sample (d = 2.47; N
= 29) than in the Japanese sample (d = 0.74; N = 25).
The replication focused on the effect of behavior (i.e., writing a pro- versus anti-capital
punishment essay) on perceived attitude, controlling for perceived social constraint. Specifically,
the following model was fitted to the sample: 𝑦̂𝐴𝑡𝑡𝑖𝑡𝑢𝑑𝑒 = 𝑏0 + 𝑏1 𝑥𝐸𝑠𝑠𝑎𝑦𝐶𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛 +
𝑏2 𝑥𝑃𝑒𝑟𝑐𝑒𝑖𝑣𝑒𝑑𝐶𝑜𝑛𝑠𝑡𝑟𝑎𝑖𝑛𝑡 , where 𝑦̂𝐴𝑡𝑡𝑖𝑡𝑢𝑑𝑒 is the expected attitude, 𝑥𝐸𝑠𝑠𝑎𝑦𝐶𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛 is the observed
essay condition (conditions: pro- and anti- capital punishment), and 𝑏2 𝑥𝑃𝑒𝑟𝑐𝑒𝑖𝑣𝑒𝑑𝐶𝑜𝑛𝑠𝑡𝑟𝑎𝑖𝑛𝑡 is the
perceived constraint. The model fit (𝑅 2 ) in the original sample was .59. We used LOOCV to
examine the potential model generalizability. Detailed descriptions of the cross-validation
procedure could be found in Appendix C. The resulting cross-validated prediction accuracy was
.56, which was smaller than, yet close to the 𝑅 2 obtained in the original dataset. This suggests
that the fitted model will likely generalize to new samples well, which was supported by the
overall replication result from Many Labs 2.
Replicating the effect of moral violations and cleansing (N = 77). In the original study,
Zhong and Liljenquist (2006) examined what they referred to as the “Macbeth effect”—a desire
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to clean oneself when experiencing a moral violation (e.g., recalling a past unethical behavior;
e.g., reading or writing about someone else’s moral violation). They found that participants tend
to express more desire for cleaning products (e.g., toothpaste, shower soap) when they copied a
text describing how someone sabotaged, as opposed to helped, a coworker (d = 1.02). The
reported effect was then examined in the replication effort (Klein et al., 2018). Specifically, the
following model was examined: 𝑦̂𝐷𝑒𝑠𝑖𝑟𝑎𝑏𝑖𝑙𝑖𝑡𝑦 = 𝑏0 + 𝑏1 𝑥𝐸𝑡ℎ𝑖𝑐𝑎𝑙𝐶𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛 , where 𝑦̂𝐷𝑒𝑠𝑖𝑟𝑎𝑏𝑖𝑙𝑖𝑡𝑦 is
model-predicted desirability for cleaning products, and 𝑥𝐸𝑡ℎ𝑖𝑐𝑎𝑙𝐶𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛 is observed ethical
condition (conditions: description of one sabotaging vs. helping a coworker). The model fit (𝑅 2 )
in the original sample was .06. We conducted LOOCV to examine the potential model
generalizability (see Appendix C). The resulting cross-validated prediction accuracy was .02,
which was even smaller than the 𝑅 2 in the chosen replication study. This suggests that the fitted
model will not generalize to new samples well, which was supported by the overall replication
result from Many Labs 2.
Discussion and Summary
An ongoing concern in the field of psychology revolves around the difficulty in
reproducing results (obtained in an initial investigation) in subsequent investigative efforts (e.g.,
Open Science Collaboration, 2015). Even when the presence or absence of an effect is
reproduced in the subsequent study, the effect is often smaller than what was initially reported
(e.g., Klein et al., 2018). This is actually less unexpected than it would seem, as it has long been
known that the observed effect size in a given sample overstates the true effect size in a
population (e.g., Wherry, 1931). Further, sampling variation implies that, on average, the
observed effect size in a new sample tend to be smaller (Lord, 1950). Thus, in this tutorial, our
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goal has been to introduce cross-validation as a method for obtaining an accurate estimate of the
magnitude of effect sizes in new samples (i.e., prediction accuracy).
In particular, we discussed model generalizability by explaining and demonstrating
model overfit, and how it results in validity shrinkage) in new samples. Next, we reviewed the
basic steps of cross-validation (see Table 1), and discussed three common cross-validation
techniques (i.e., k-fold cross-validation, leave-one-out cross-validation, Monte-Carlo crossvalidation, see Table 2). In addition, we demonstrated the techniques through three examples
using empirical datasets from psychological studies. We provided step-by-step demonstrations of
how to implement the cross-validation techniques using R and the caret R package (see
Appendix C).
Although cross-validation could help us better understand model generalizability, it
certainly does not substitute replication efforts. In fact, model generalizability and replicability
are conceptually distinct and complementary in addressing issues related to robust and reliable
science (Bollen, Cacioppo, Kaplan, Krosnick, & Olds, 2015). Cross-validation is mainly focused
on whether a particular fitted model performs well in a new sample. On the other hand,
replicability efforts often focus on whether we could obtain effect sizes that are similar to the
original study. Replication efforts provide invaluable contribution to advance reliable and robust
science. However, not all (in fact, a very small number of) research teams have the resource to
conduct large scale replication studies. Cross-validation could provide important information
regarding generalizability that is readily applicable for a broad scope of research. We hope this
tutorial could help more people to easily benefit from these exciting statistical developments,
without creating over-fitted models that lead us to a new reproducibility crisis.

CROSS-VALIDATION TUTORIAL

26
References

Arlot, S., & Celisse, A. (2010). A survey of cross-validation procedures for model selection.
Statistics Surveys, 4, 40-79.
Bishop, C. M. (2006). Pattern recognition and machine learning. New York, NY: Springer.
Bollen, K., Cacioppo, J. T., Kaplan, R. M., Krosnick, J. A., Olds, J. L., & Dean, H. (2015).
Social, behavioral, and economic sciences perspectives on robust and reliable science.
Report of the Subcommittee on Replicability in Science Advisory Committee to the
National Science Foundation Directorate for Social, Behavioral, and Economic Sciences,
3, 3.
Bosco, F. A., Aguinis, H., Singh, K., Field, J. G., & Pierce, C. A. (2015). Correlational effect
size benchmarks. Journal of Applied Psychology, 100(2), 431.
Geisser, S. (1975). The predictive sample reuse method with applications. Journal of the
American statistical Association, 70(350), 320-328.
Hastie, T., Tibshirani, R., & Friedman, J. (2009). The elements of statistical learning: data
mining, inference, and prediction. Springer Series in Statistics.
James, G., Witten, D., Hastie, T., & Tibshirani, R. (2013). An Introduction to Statistical
Learning (Vol. 112, p. 18). New York: Springer.
Jones, E. E., & Harris, V. A. (1967). The attribution of attitudes. Journal of Experimental Social
Psychology, 3(1), 1-24.
Klein, R. A., Vianello, M., Hasselman, F., Adams, B. G., Adams Jr, R. B., Alper, S., ... & Batra,
R. (2018). Many Labs 2: Investigating variation in replicability across samples and
settings. Advances in Methods and Practices in Psychological Science, 1(4), 443-490.

CROSS-VALIDATION TUTORIAL

27

Kuhn, M. (2008). Building predictive models in R using the caret package. Journal of Statistical
Software, 28(5), 1-26.
Kuhn, M., & Johnson, K. (2013). Applied Predictive Modeling. New York: Springer.
Lord, F. M. (1950). Efficiency of prediction when a regression equation from one sample is used
in a new sample. ETS Research Bulletin Series, 1950(2), i-6.
Lovakov, A., & Agadullina, E. R. (2017). Empirically derived guidelines for interpreting effect
size in social psychology. Retrieved from
https://psyarxiv.com/2epc4/download/?format=pdf
Miyamoto, Y., & Kitayama, S. (2002). Cultural variation in correspondence bias: The critical
role of attitude diagnosticity of socially constrained behavior. Journal of Personality and
Social Psychology, 83(5), 1239.
Open Science Collaboration. (2015). Estimating the reproducibility of psychological science.
Science, 349(6251), aac4716.
Paterson, T. A., Harms, P. D., Steel, P., & Credé, M. (2016). An assessment of the magnitude of
effect sizes: Evidence from 30 years of meta-analysis in management. Journal of
Leadership & Organizational Studies, 23(1), 66-81.
Picard, R. R., & Cook, R. D. (1984). Cross-validation of regression models. Journal of the
American Statistical Association, 79(387), 575-583.
Scherpenzeel, A.C., and Das, M. (2010). “True” Longitudinal and Probability-Based Internet
Panels: Evidence from the Netherlands. In Das, M., P. Ester, and L. Kaczmirek (Eds.),
Social and Behavioral Research and the Internet: Advances in Applied Methods and
Research Strategies. (pp. 77-104). Boca Raton: Taylor & Francis.

CROSS-VALIDATION TUTORIAL

28

Shen, W., Kiger, T. B., Davies, S. E., Rasch, R. L., Simon, K. M., & Ones, D. S. (2011).
Samples in applied psychology: Over a decade of research in review. Journal of Applied
Psychology, 96(5), 1055.
Stavrova, O., Ehlebracht, D., & Fetchenhauer, D. (2016). Belief in scientific–technological
progress and life satisfaction: The role of personal control. Personality and Individual
Differences, 96, 227-236.
Wherry, R. J. (1931). A new formula for predicting the shrinkage of the coefficient of multiple
correlation. Annals of Mathematical Statistics, 2, 440–457.
http://dx.doi.org/10.1214/aoms/1177732951
Yarkoni, T., & Westfall, J. (2017). Choosing prediction over explanation in psychology: Lessons
from machine learning. Perspectives on Psychological Science, 12(6), 1100-1122. doi:
10.1177/1745691617693393
Zhong, C. B., & Liljenquist, K. (2006). Washing away your sins: Threatened morality and
physical cleansing. Science, 313(5792), 1451-1452.

CROSS-VALIDATION TUTORIAL

29
TABLES

Table 1
General Steps of Cross-Validation
Steps

Description

Example: Regression

Step 1

Split the data set into a
training set and a test set
according to the chosen
cross-validation technique

Randomly split a dataset into training and test sets,
according to the specific cross-validation method. For
example, in a 5-fold cross-validation, in each fold, 1/5
of the dataset is used as the test set, whereas 4/5 of the
dataset is used as training set.

Step 2

Fit a model to the training
set and obtain the model
parameters.

Fit a linear regression model to the training set.
Obtain regression weights in the training set.

Step 3

Apply the fitted model to
the test set and obtain
prediction accuracy.

Use the regression weights from Step 2 to predict
criterion in the test set.
Obtain the 𝑅2 of the test set [i.e., the square of test set
criterion validity (the correlation between test set
observed and the predicted height)]—this is the crossvalidated prediction accuracy.

Step 4

Repeat Steps 1 - 3.

For example, in a 5-fold cross-validation, Steps 1 - 3
will be repeated for each of the five folds, resulting in
five cross-validated prediction accuracy estimates.

Step 5

Aggregate all prediction
accuracy results from Step
4.

For example, in a 5-fold cross-validation, calculate the
average of the five cross-validated prediction accuracy
estimates, obtained from each of the five folds.

Note. For more details on the 5-fold cross-validation example, see section “Cross-validation
example using Shiny app”.
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Table 2
Comparison of Three Cross-Validation Techniques
Examples (sample size N = 200)
Step

Description

k-fold CV
(k = 10)

LOOCV

0

Prepare data.

Randomly shuffle the
observations and divide
the dataset into 10
roughly equal subsets.

No initial
preparation needed.

Decide on p and Rep.
p is the proportion of
test set; Rep is the
number of repetitions.

1

Select the first subset as
the test set (200 ✕ 0.1 =
Split the dataset into a
20 observations) and
training set and a test
the remaining dataset as
set.
the training set (180
observations).

Select the first 1
observation in the
dataset as the test
set, and the
remaining 199
observations as the
training set

Randomly sample 40
observations (without
replacement; 200 ✕ 0.2
= 40) from the dataset.
This is the test set. The
remaining 160
observations are the
training set.

2

Fit a model to the
training set and
obtain the model
parameters.

The model is fitted to
the training set (180
observations).

The model is fitted
to the training set
(199 observations).

The model is fitted to
the training set (160
observations).

3

Apply the fitted
model parameters to
the test set and obtain
the cross-validated
prediction accuracy.

The model obtained
from Step 2 is tested in
the test set (20
observations).

The model obtained
from Step 2 is tested
in the test set (1
observation).

The model obtained
from Step 2 is tested in
the test set (40
observations).

Repeat Steps 1 - 3.

Repeat Steps 1 - 3 for
each of the 10 folds (10
times).

Repeat Steps 1 - 3
for all the
observations (200
times).

Repeat Steps 1 - 3 for
the chosen number of
repetition (100 times)

Calculate the average
of all prediction
accuracy results from
Step 4.

There are a total of 10
prediction accuracy
results, one for each of
the 10 folds. The
average of these results
is the overall prediction
accuracy estimate.

The prediction
accuracy is directly
estimated using
observed and
predicted criterion
of the test set, across
the 200 repetitions.

There are a total of 100
prediction accuracy
results, one for each of
the 100 repetitions. The
average of these results
is the overall prediction
accuracy estimate.

4

5

MCCV
(p = .2, Rep = 100)
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FIGURES

Figure 1a. An example of calibration sample in Shiny app
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Figure 1b. An example of the simple regression model (calibration sample) in Shiny app
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Figure 1c. An example of the simple regression model (calibration and validation sample) in
Shiny app
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Figure 1d. An example of a 2nd-order polynomial regression model (calibration and validation
sample) in Shiny app
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Figure 2. An example of a 5-fold cross-validation with 3rd-order polynomial regression model in
Shiny app
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Appendix A

Simulation is used to further demonstrate Observations 1, 2 and 3. Specifically, as each
sample draw is influenced by sampling variation, the simulation helps examine general trends by
repeating each sample draw and model fit 1,000 times. That is, the Shiny app procedure is
repeated 1,000 times and a general result is obtained by averaging the individual results of each
trial. The overall simulation results support our observations that, as (a) model becomes more
complex, (b) calibration sample size decreases, and (c) effect size decreases, the model
generalizability decreases.
# Load necessary R package
library(MASS)

Observation 1: The model is obtained by minimizing the sum of squared residual errors in
the calibration sample
In the following code, the lm() function was used to fit the simple regression models.
# Set a random seed
set.seed(8424)
# Set calibration sample size to 50
n <- 50
# Set population true effect size to r = .5
rho <- .5
# Population R-squared
R_squared_true <- rho^2
# Create correlation matrix for data generation
Sigma <- matrix(c(1, rho, rho, 1), nrow = 2, ncol = 2)
# Create a vector for renaming the variables
var_names <- c("height", "weight")
# Create a vector to store the calibration sample R-squared for each trial
R_squared <- NA
for(i in 1:1000) {
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# The following procedures are repeated 1000 times.
#
#
#
#
#
#

Generate a dataset with n observations and 2 columns.
The first column is height, with a mean of 175;
the second column is weight, with a mean of 60.
Sigma specifies the variance-covariance matrix of height and weight.
For simplicity, we assume that both the standard deviation of
both height and weight are 1.

data <-

as.data.frame(mvrnorm(n = n, mu = c(175, 60), Sigma = Sigma))

# Rename the variables to: “height”, “weight”
names(data) <- var_names
# Fit the simple regression model using the sample and save
# the resulting model as “ob1_mod”
ob1_mod <- lm(height ~ weight, data = data)
# Store R-squared for each trial
R_squared[i] <- summary(ob1_mod)$r.squared
}
# Calculate the average calibration R-squared, averaged across 1000 trials
R2_cal <- mean(R_squared)

# Output the results
cat(paste0(
"R-squared of the true model: ",
round(R_squared_true, 4), "\n",
"R-squared of the current model: ",
round(R2_cal, 4)))
## R-squared of the true model: 0.25
## R-squared of the current model: 0.2625

The result showed that the 𝑅 2 for the current model is larger than the true population 𝜌2 .
This is because the model is capturing sample-specific variations that is unrepresentative of the
population. As a result, the model is overfitted to the calibration sample.
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Observation 2: The model obtained from the calibration sample tends to not generalize
well in a new (validation) sample
Apply the model obtained from the calibration sample to a new (validation) sample and
2
check the magnitude of prediction accuracy, 𝑅𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛
. We will simulate this procedure

repeatedly for 1000 times and examine the cumulative result.
# Set a random seed
# A different random seed from the previous section was used to
# generate validation datasets that are different from
# the calibration datasets in Observation 1
set.seed(8425)
# Calibration and validation sample size
n <- 50
# Create a vector to store the validation sample R-squared for each trial
R_squared_val <- NA
for(i in 1:1000) {
# The following procedures are repeated 1000 times.
# Generate a calibration dataset with n observations and 2 two columns.
# The first column is height, with a mean of 175;
# The second column is weight, with a mean of 60.
# Sigma specifies the variance-covariance matrix of height and weight.,
# For simplicity, we assume that the SD of both height and weight are 1.
data_val <- as.data.frame(mvrnorm(n = n, mu = c(175, 60), Sigma = Sigma))
# Rename the variables to: “height”, “weight”
names(data_val) = var_names
# Use the fitted regression model to predict heights
# from weights in the validation sample
y_hat_val <- predict(ob1_mod, data_val)
# Calculate validation R-squared: the squared correlation
# of predicted height and observed height
R_squared_val[i] <- cor(y_hat_val, data_val$height)^2
}
# Calculate the average validation sample R-squared,
# averaged across 1000 trials
R2_val <- mean(R_squared_val)
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# Output the results
cat(paste0(
"R-squared for the true model: ",
round(R_squared_true, 4), "\n",
"Average Calibration R-squared: ",
round(R2_cal, 4), "\n",
"Average Validation R-squared: ",
round(R2_val, 4), "\n"
)
)
## R-squared for the true model: 0.25
## Average Calibration R-squared: 0.2625
## Average Validation R-squared: 0.2558
2
2
Notice that 𝑅𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛
= .2558 is smaller than 𝑅𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛
= .2625 by .0067. This

suggests that when a model fitted on one sample (calibration sample) was used to make
predictions in a new (validation) sample, the model performs less well in the new sample.
Observation 3a: The model generalizes less well when the model is complex
Now let us explore how model complexity could influence model generalizability. Increase the
model complexity by specifying a 3rd-order polynomial regression model (as compared to a
simple linear regression model). Apply the model obtained from the calibration sample to a new
2
samples (validation) samples) and check the magnitude of prediction accuracy, 𝑅𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛
. We

will simulate this procedure repeatedly for 1000 times and examine the cumulative result.
# Set a random seed
set.seed(8424)
# Specify a 3rd-order polynomial (cubic) regression model
degree <- 3
# Create vectors
# and validation
R_squared_cal <R_squared_val <-

to store the calibration
sample R-squared for each trial
NA
NA

for(i in 1:1000) {
# The following procedures are repeated 1000 times.
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# Generate calibration and validation samples
data_cal <- as.data.frame(mvrnorm(n = n, mu = c(175, 60), Sigma = Sigma))
data_val <- as.data.frame(mvrnorm(n = n, mu = c(175, 60), Sigma = Sigma))
# Rename the variables to: “height”, “weight”
names(data_cal) = var_names
names(data_val) = var_names
# Fit the cubic regression model using the calibration sample
# and save the resulting model as “ob3a_mod”
ob3a_mod <- lm(height ~ poly(weight, degree = degree), data = data_cal)
# By default, poly() creates orthogonal polynomials,
# but in the paper, we only show raw polynomials for simplicity
# Model fit is not changed
# Obtain calibration R-squared
R_squared_cal[i] <- summary(ob3a_mod)$r.squared
# Calculate validation R-squared
y_hat_val <- predict(ob3a_mod, data_val)
R_squared_val[i] <- cor(y_hat_val, data_val$height)^2
}
# Calculate the average calibration sample R-squared,
# averaged across 1000 trials
R2_cal <- mean(R_squared_cal)
# Calculate the average validation sample R-squared,
# averaged across 1000 trials
R2_val <- mean(R_squared_val)
# Output the results
cat(paste0(
"Average Calibration R-squared: ",
round(R2_cal, 4), "\n",
"Average Validation R-squared: ",
round(R2_val, 4), "\n"
)
)
## Average Calibration R-squared: 0.289
## Average Validation R-squared: 0.2178
2
Notice that, across 1,000 trials, the average 𝑅𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛
= .2178 for the cubic regression

model. It is smaller than the one we observed for simple linear regression model (average
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2
𝑅𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛
= .2558, Observation 2). This suggests that, when applied to a new sample, a

complex model generalizes less well than a simple model.
Observation 3b: The model generalizes less well when the calibration sample size is small
Examine model generalizability for a smaller calibration sample size of 30 (as compared
to 50). Apply the model obtained from the calibration sample to a new samples (validation)
2
samples) and check the magnitude of prediction accuracy, 𝑅𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛
. We will simulate this

procedure repeatedly for 1000 times and examine the cumulative result.
# Set a random seed
set.seed(8424)
# Set a smaller sample size
n <- 30
# Create vectors
# and validation
R_squared_cal <R_squared_val <-

to store the calibration
sample R-squared for each trial
NA
NA

for(i in 1:1000) {
# The following procedures are repeated 1000 times.
# Generate data
data_cal <- as.data.frame(mvrnorm(n = n, mu = c(175, 60), Sigma = Sigma))
data_val <- as.data.frame(mvrnorm(n = n, mu = c(175, 60), Sigma = Sigma))
# Rename the variables to: “height”, “weight”
names(data_cal) = var_names
names(data_val) = var_names
# Fit the simple linear regression model using the calibration sample
# and save the resulting model as “ob3b_mod”
ob3b_mod <- lm(height ~ poly(weight, degree = degree), data = data_cal)
# Obtain calibration R-squared
R_squared_cal[i] <- summary(ob3b_mod)$r.squared
# Calculate validation R-squared
y_hat_val <- predict(ob3b_mod, data_val)
R_squared_val[i] <- cor(y_hat_val, data_val$height)^2
}
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# Calculate the average calibration sample R-squared,
# averaged across 1000 trials
R2_cal <- mean(R_squared_cal)
# Calculate the average validation sample R-squared,
# averaged across 1000 trials
R2_val <- mean(R_squared_val)

# Output the results
cat(paste0(
"Average Calibration R-squared: ",
round(R2_cal, 4), "\n",
"Average Validation R-squared: ",
round(R2_val, 4), "\n"
)
)
## Average Calibration R-squared: 0.3215
## Average Validation R-squared: 0.208
2
Notice that, across 1,000 trials, the average 𝑅𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛
= .208 is smaller when the simple

linear regression model was fitted on a small sample size (N = 30), as compared to when the
2
simple linear regression model was fitted on a larger sample size (N = 50; average 𝑅𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛
=

.2558, Observation 2). This suggests that a model fitted on a smaller calibration sample tend to
generalize less well in a new sample, as compared to a model fitted on a larger calibration
sample.
Observation 3c: The model generalizes less well when the true effect size is small
Examine model generalizability when the true effect size is .2 (as compared to .5). Apply
the model obtained from the calibration sample to new samples (validation samples) and check
2
the magnitude of prediction accuracy, 𝑅𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛
. We will simulate this procedure repeatedly for

1000 times and examine the cumulative result.
set.seed(8424)
# Sample size
n <- 50
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# Specify a 3rd-order polynomial (cubic) regression model
degree <- 3
# Specify the true population effect size as 0.2
rho <- .2
# Create correlation matrix for data generation
Sigma <- matrix(c(1, rho, rho, 1), nrow = 2, ncol = 2)
# Create vectors
# and validation
R_squared_cal <R_squared_val <-

to store the calibration
sample R-squared for each trial
NA
NA

for(i in 1:1000) {
# The following procedures are repeated 1000 times.
# Generate data
data_cal <- as.data.frame(mvrnorm(n = n, mu = c(175, 60), Sigma = Sigma))
data_val <- as.data.frame(mvrnorm(n = n, mu = c(175, 60), Sigma = Sigma))
# Rename the variables to: “height”, “weight”
names(data_cal) = var_names
names(data_val) = var_names
# Fit the cubic regression model using the calibration sample
# and save the resulting model as “ob3c_mod”
ob3c_mod <- lm(height ~ poly(weight, degree = degree), data = data_cal)
# Obtain calibration R-squared
R_squared_cal[i] <- summary(ob3c_mod)$r.squared
# Calculate validation R-squared
y_hat_val <- predict(ob3c_mod, data_val)
R_squared_val[i] <- cor(y_hat_val, data_val$height)^2
}
# Calculate the average calibration sample R-squared, averaged across 1000
trials
R2_cal <- mean(R_squared_cal)
# Calculate the average validation sample R-squared, averaged across 1000
trials
R2_val <- mean(R_squared_val)
# Output the results
cat(paste0(
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"Average Calibration R-squared: ",
round(R2_cal, 4), "\n",
"Average Validation R-squared: ",
round(R2_val, 4), "\n"
)
)
## Average Calibration R-squared: 0.0978
## Average Validation R-squared: 0.0413

Notice that, when the population true effect size is .2, across 1,000 trials, the average
2
2
𝑅𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛
= .0413 is less than half of the average 𝑅𝑐𝑎𝑙𝑖𝑏𝑟𝑎𝑡𝑖𝑜𝑛
= .0978. This proportional

difference is larger than when the population true effect size is .5 (Observation 2). This suggests
that, when the true population effect size is small, the model tend to generalize less well in a new
sample.
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Appendix B

k-fold cross-validation
The following sets of R code provide a step-by-step demonstration of a 10-fold crossvalidation process.
# Set random seed
set.seed(8424)
# Sample size
n <- 300
# Set population effect size
rho <- .2
# Create correlation matrix for data generation
Sigma <- matrix(c(1, rho, rho, 1), nrow = 2, ncol = 2)
# Generate data
kfold_data <- as.data.frame(mvrnorm(n = n,
mu = c(175, 60),
Sigma = Sigma))
names(kfold_data) = var_names
# Specify a 10th-order polynomial regression model
degree <- 10
# Fit the 10th-order polynomial regression model using
# the complete dataset and save the resulting model as “kfold_original_mod”
kfold_original_mod <- lm(height ~ poly(weight, degree), data = kfold_data)
# Obtain R-squared of the model fitted to the complete dataset
R2 <- summary(kfold_original_mod)$r.squared
# Specify the number of folds
k <- 10
# Randomize the order of the n observations (to prepare for next step)
kfold_data <- kfold_data[sample(n), ]
# Split the index of each observation into k = 10 equal subsets
subsets <- split(x = 1:n, f = sort(rep_len(x = 1:k, length.out = n)))
# Iterate through each fold
# (in this example, there are a total of 10 iterations)

CROSS-VALIDATION TUTORIAL

46

R2_test <- NA
for(i in 1:k) {
# Split the dataset into k equal subsets
ind_test <- subsets[[i]]
# For example, when i=1, the first subset of data
# (1/10 of the original dataset) is specified as the test set
data_test <- kfold_data[ind_test, ]
# Specify the rest of the data (9/10 of the original data)
# as the training set
data_train <- kfold_data[-ind_test, ]
# Fit the 10th-order polynomial regression model to the training set
mod_temp <- lm(height ~ poly(weight, degree), data = data_train)
# Test the model on the test set and calculate
# R-squared for this fold (iteration)
y_hat_test <- predict(mod_temp, data_test)
R2_test[i] <- cor(y_hat_test, data_test$height)^2
}
# Average Cross-validated R-squared (averaged across 10 folds)
R2_crossval <- mean(R2_test)
# Output the results
cat(paste0(
"Model R-squared: ",
round(R2, 4), "\n",
"Cross-validated R-squared: ",
round(R2_crossval, 4), "\n"
)
)
## Model R-squared: 0.0774
## Cross-validated R-squared: 0.0415

Leave-one-out cross-validation (LOOCV)
The following sets of R code provide a step-by-step demonstration of a leave-one-out
cross-validation process.
# Set random seed
set.seed(8424)
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# Sample size
n <- 50
# Specify the population true effect size
rho <- .2
# Create correlation matrix for data generation
Sigma <- matrix(c(1, rho, rho, 1), nrow = 2, ncol = 2)
# Generate data
loo_data <- as.data.frame(mvrnorm(n = n,
mu = c(175, 60),
Sigma = Sigma))
names(loo_data) = var_names
# Specify a 10th-order polynomial regression model
degree <- 10
# Fit the 10th-order polynomial regression model using
# the complete dataset and save the resulting model as “loo_original_mod”
loo_original_mod <- lm(height ~ poly(weight, degree), data = loo_data)
# Obtain R-squared of the model fitted to the complete dataset
R2 <- summary(loo_original_mod)$r.squared
# Iterate through n observations, each time using 1 observation
# as the test set and the rest of the (n-1) observations as the training set
y_hat <- NA
for(i in 1:n) {
# Specify the ith observation as the test set.
data_test <- loo_data[i, ]
# Specify the rest of the (n-1) observations as the training set
data_train <- loo_data[-i, ]
# Fit the model with the training set
mod_temp <- lm(height ~ poly(weight, degree), data = data_train)
# Using the fitted model, estimate the predicted height for test set
y_hat[i] <- predict(mod_temp, data_test)
}
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# Calculate cross-validated R-squared
R2_crossval <- cor(y_hat, data$height)^2
# Output the results
cat(paste0(
"Model R-squared: ",
round(R2, 4), "\n",
"Cross-validated R-squared: ",
round(R2_crossval, 4), "\n" )
)
## Model R-squared: 0.2219
## Cross-validated R-squared: 0.0075

Monte Carlo Cross-validation (MCCV)
The following sets of R code provide a step-by-step demonstration of a Monte-Carlo
cross-validation process. In this example, we use 80% of the sample to train the model and the
remaining 20% to test the model. This is repeated 100 times to obtain an estimate of the crossvalidated 𝑅 2 .
# Set random seed
set.seed(8424)
# Sample size
n <- 200
# Specify the true population effect size
rho <- .2
# Create correlation matrix for data generation
Sigma <- matrix(c(1, rho, rho, 1), nrow = 2, ncol = 2)
# Generate data
mc_data <- as.data.frame(mvrnorm(n = n,
mu = c(175, 60),
Sigma = Sigma))
colnames(mc_data) = var_names
# Specify a 10th-order polynomial regression model
degree <- 10
# Fit the 10th-order polynomial regression model using the complete dataset
# and save the resulting model as “mc_original_mod”
mc_original_mod <- lm(height ~ poly(weight, degree), data = mc_data)
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# Obtain R-squared of the model fitted to the complete dataset
R2 <- summary(mc_original_mod)$r.squared
# Specify to repeat 100 times
rep <- 100
# Set the cut point at 1/5 (20%) of the total sample size
cut_point <- ceiling(n / 5)
# Iterate 100 times, each time randomly drawing 20% of the data
# as the test set and the rest of the 80% of the data as the training set
R2_test <- NA
for(i in 1:rep) {
# Randomize the order of the dataset (to prepare for next step)
mc_data <- mc_data[sample(n), ]
# Specify the first 1/5 of the data as the test set
data_test <- mc_data[1:cut_point, ]
# Specify the remaining 4/5 of the data as the training set
data_train <- mc_data[cut_point:n, ]
# Fit the model with the training set
mod_temp <- lm(height ~ poly(weight, degree), data = data_train)
# Using the fitted model, estimate the predicted heights for the test set
y_hat_test <- predict(mod_temp, data_test)
# Save cross-validated R-squared for each iteration.
R2_test[i] <- cor(y_hat_test, data_test$height)^2
}
# Average cross-validated R-squared (averaged across 100 iterations)
R2_crossval <- mean(R2_test)
# Output the results
cat(paste0(
"Model R-squared: ",
round(R2, 4), "\n",
"Cross-validated R-squared: ",
round(R2_crossval, 4), "\n"
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)
## Model R-squared: 0.0725
## Cross-validated R-squared: 0.034
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Appendix C

# Install the caret package
# install.packages("caret")
# Load the package
library(caret)
## Loading required package: lattice
## Loading required package: ggplot2

Example 1: Life satisfaction and personality (Stavrova, Ehlebracht & Fetchenhauer, 2016,
Study 1; 10-Fold CV)
Stavrova et al. (2016, Table 2 Model 4) examined the effect of belief in scientifictechnological progress [belief] on life satisfaction [satis], controlling for the effects of:
(i) personality (i.e., openness to experience [O], conscientiousness [C], Extraversion [E],
Agreeableness [A], and neuroticism [N]);
(ii) demographic variables (i.e., age, gender, education [edu], marital status [marital],
employment status [employment], and income);
(iii) individual differences in religiosity.
We conducted cross-validation to examine the generalizability of their findings. ,
Specifically, we fitted a regression model, by conducting linear regression (lm) on the data
(ex1_data), and specified the model shown in Stavrova et al. (2016, Table 2 Model 4):
#
#
#
#
#
#
#
#
#

The LISS (Longitudinal Internet Studies for the Social Sciences) data
is collected by CentERdata (Tilburg University, The Netherlands).
To access the data, readers could submit a request to
https://www.lissdata.nl/access-data.
# The following datasets were used by the current cross-validation example:
"avars_201212_EN_1.0p.sav", "hz12a_EN_1.0p.sav", and "cp13f_EN_1.0p.sav".
R Code for data cleaning and manipulation is available
from the corresponding author.
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# Import data
ex1_data <- read.csv("./data/ex1_data.csv")
# Fit the original model
ex1_mod <- lm(satis ~ O + C + E + A + N
+ age + gender + edu + marital + religiosity
+ employment + income + belief,
data = ex1_data)
# Summary of the regression model fitted on the complete dataset
summary(ex1_mod)
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##

Call:
lm(formula = satis ~ O + C + E + A + N + age + gender + edu +
marital + religiosity + employment + income + belief, data = ex1_data)
Residuals:
Min
1Q
-4.5206 -0.5389

Median
0.1487

3Q
0.6720

Max
2.5801

Coefficients:
(Intercept)
O
C
E
A
N
age
gender
edu
maritalnever married
maritalwidowed or divorced
religiosity
employmentnot in larbor force
employmentunemployed
income
belief
--Signif. codes: 0 '***' 0.001

Estimate Std. Error t value Pr(>|t|)
1.523e+00 2.873e-01
5.303 1.32e-07 ***
-2.328e-02 3.984e-02 -0.584 0.559006
5.219e-02 3.781e-02
1.381 0.167635
1.706e-01 3.476e-02
4.908 1.03e-06 ***
1.429e-01 3.952e-02
3.615 0.000311 ***
4.796e-01 3.366e-02 14.247 < 2e-16 ***
-3.436e-04 2.506e-03 -0.137 0.890973
-1.765e-01 5.768e-02 -3.060 0.002255 **
1.373e-02 1.985e-02
0.692 0.489189
-3.338e-01 7.149e-02 -4.669 3.32e-06 ***
-5.548e-01 6.805e-02 -8.153 7.73e-16 ***
-8.817e-02 3.171e-02 -2.780 0.005506 **
-1.050e-01 6.830e-02 -1.538 0.124333
-4.712e-01 1.417e-01 -3.326 0.000905 ***
8.426e-06 2.582e-06
3.263 0.001128 **
1.115e-01 1.968e-02
5.665 1.77e-08 ***
'**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

Residual standard error: 0.9953 on 1417 degrees of freedom
Multiple R-squared: 0.2709, Adjusted R-squared: 0.2631
F-statistic: 35.09 on 15 and 1417 DF, p-value: < 2.2e-16
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The regression output shows that, as hypothesized by Stavrova et al. (2016), both belief
in scientific-technological progress (belief) and religiosity are significantly related to life
satisfaction, even after controlling for the effect of the control variables. The 𝑅 2 in the output is
consistent with that reported by Stavrova et al. (i.e., 𝑅 2 = .27; 𝐹(15,1417) = 35.09, 𝑝 < .00).
We conducted cross-validation on the model to examine how well these results are likely to
generalize to new samples.
We will carry out 10-fold cross-validation. First, call the trainControl() function, and
specify the method as k-fold cross-validation (i.e., “CV”), where the number of folds is equal to
10. Save the specified information in an object named ex1_train_control.
ex1_train_control <- trainControl(method = "CV", number = 10)

Then, call the train() function to implement the k-fold cross-validation. The crossvalidation results are saved in ex1_mod_cv.
# Set a random seed
set.seed(8424)
# Implement k-fold cross-validation
ex1_mod_cv <- train(satis ~ O + C + E
+ age + gender
+ employment +
data = ex1_data, method

+ A + N
+ edu + marital + religiosity
income + belief,
= "lm", trControl = ex1_train_control)

It looks like there is a lot going on in this code, so let us talk about each of the input
arguments (e.g., data, method, trControl) that are being specified. First, data = ex1_data
specifies that the ext1_data dataset, the dataset that was used in the original analysis, is used to
conduct the cross-validation. Next, method = "lm" specifies the statistical model as we need to
indicate the model that will be used. In this case, we are using a linear (regression) model, and so
we specify that method = “lm” and provide the actual form of the regression model that should
be fitted. This is exactly the same model as the one fitted earlier (i.e., ex1_mod). Again, we need
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to state what data to perform the cross-validation on (i.e., data = ex1_data), and lastly, to
state that the specific method to be used, specified by trControl = ex1_train_control, tells
the function that should correspond to the 10-fold cross-validation technique, that we specified
selected earlier, will be used to carry out the cross-validation.
# Set a random seed
set.seed(8424)
# Implement k-fold cross-validation
ex1_mod_cv <- train(satis ~ O + C + E
+ age + gender
+ employment +
data = ex1_data, method

+ A + N
+ edu + marital + religiosity
income + belief,
= "lm", trControl = ex1_train_control)

Now, let us extract the cross-validation result saved in ex1_mod_cv.
# Original R-squared (that was reported in the study)
R2 <- summary(ex1_mod)$r.squared
# Cross-validated R-squared
R2_crossval <- ex1_mod_cv$results[,"Rsquared"]
# Output the results
cat(paste0(
"R-squared reported in the study: ",
round(R2, 4), "\n",
"Cross-validated R-squared: ",
round(R2_crossval, 4), "\n"
)
)
## R-squared reported in the study: 0.2709
## Cross-validated R-squared: 0.2437
# Obtain Original and cross-validation results and calculate shrinkage
R2 <- summary(ex1_mod)$r.squared
R2_crossval <- ex1_mod_cv$results[,"Rsquared"]
shrinkage <- R2 - R2_crossval

As shown above, we can simply extract part of the results, by asking for just the part that
provides information about the prediction accuracy (i.e., [,"Rsquared"]). Now let us print out
all the results:
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# Output the results
cat(paste0(
"R-squared in the study: ",
round(R2, 4), "\n",
"Cross-validated R-squared: ",
round(R2_crossval, 4), "\n",
"Shrinkage: ",
round(shrinkage, 4), ", ",
round(shrinkage / R2, 4) * 100, "% shrunken"
)
)
## R-squared in the study: 0.2709
## Cross-validated R-squared: 0.2437
## Shrinkage: 0.0271, 10.01% shrunken

Example 2: Correspondence bias (Miyamoto & Kitayama, 2002, Study 1; LOOCV)
The current example uses leave-one-out cross-validation to examine a replicated study of
Miyamoto and Kitayama (2002). The original study found cross-cultural differences in
correspondence bias.
# Obtain the replication data for Miyamoto & Kitayama (2002)
ex2_data <read.csv("./data/Miyamoto_1_study_secondary_include_all_CLEAN_CASE.csv")
# Obtain the replication data from "tilburgcomm"
ex2_data <- ex2_data[ex2_data$source == "tilburgcomm", ]
# Original model
ex2_mod <- lm(variable1 ~ factor + variable2, data = ex2_data)
# In the above model, “variable1” = attitude (dependent variable);
# “factor” = essay condition (independent variable);
# “variable2” = perceived constraint (control variable)
summary(ex2_mod)
##
## Call:
## lm(formula = variable1 ~ factor + variable2, data = ex2_data)
##
## Residuals:
##
Min
1Q Median
3Q
Max
## -6.9488 -2.1274 -0.2436 1.7744 8.8726
##
## Coefficients:
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Estimate Std. Error t value Pr(>|t|)
(Intercept)
3.29694
0.38574
8.547 1.59e-13 ***
factorCapitalPro 6.72318
0.56374 11.926 < 2e-16 ***
variable2
0.09827
0.14275
0.688
0.493
--Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
Residual standard error: 2.828 on 99 degrees of freedom
Multiple R-squared:
0.59, Adjusted R-squared: 0.5817
F-statistic: 71.23 on 2 and 99 DF, p-value: < 2.2e-16

The result from the original model shows that participants ascribed stronger pro-capital
punishment attitudes to a writer when the participant read a pro- (rather than anti-) capital
punishment essay (𝑏 = 6.72), even after controlling for the effect of perceived social constraint
(𝑏 = 0.10). The essay condition and perceived social constraint together explained 59% of the
variation in attitudes.
We conduct will LOOCV on the model to examine how well these results are likely to
generalize to new samples. The trainControl() function in the caret R package will be used
to implement LOOCV.
set.seed(8424)
# Specify leave-one-out ("LOOCV") cross-validation
ex2_train_control <- trainControl(method = "LOOCV")
# Implement cross-validation using the “train()” function
ex2_mod_cv <- train(variable1 ~ factor + variable2,
data = ex2_data, method = "lm",
trControl = ex2_train_control)
# Summarize the results
R2 <- summary(ex2_mod)$r.squared
R2_crossval <- ex2_mod_cv$results[,"Rsquared"]
shrinkage <- R2 - R2_crossval
cat(paste0(
"R-squared reported in the study: ",
round(R2, 4), "\n",
"Cross-validated R-squared: ",
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round(R2_crossval, 4), "\n"
)
)
## R-squared reported in the study: 0.59
## Cross-validated R-squared: 0.5645

Example 3: Moral violations and cleansing (Zhong & Liljenquist, 2006; LOOCV).
The current example uses leave-one-out cross-validation to examine a replicated study of
Zhong and Liljenquist (2006). The original study found that individuals tend to engage in
cleansing behavior (e.g., wash hands) when they perceive moral violation.
# Obtain the replication data for Zhong & Liljenquist (2006)
ex3_data <read.csv("./data/Zhong_1_study_secondary_include_all_CLEAN_CASE.csv")
# Obtain the replication data from "jmu"
ex3_data <- ex3_data[ex3_data$source == "jmu", ]
# Original model
ex3_mod <- lm(variable ~ factor, data = ex3_data)
# In the above model,
# "variable" = desirability for cleansing (dependent variable);
# "factor" = ethical condition (e.g., moral violation)
summary(ex3_mod)
##
## Call:
## lm(formula = variable ~ factor, data = ex3_data)
##
## Residuals:
##
Min
1Q Median
3Q
Max
## -3.1590 -0.7590 0.2316 0.6410 2.0410
##
## Coefficients:
##
Estimate Std. Error t value Pr(>|t|)
## (Intercept)
4.9590
0.1901 26.092
<2e-16 ***
## factorUnethical -0.5906
0.2705 -2.183
0.0322 *
## --## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## Residual standard error: 1.187 on 75 degrees of freedom
## Multiple R-squared: 0.05974,
Adjusted R-squared: 0.0472
## F-statistic: 4.765 on 1 and 75 DF, p-value: 0.03218
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In contrast to the large effect reported in Zhong and Liljenquist (2006, i.e., d = 1.02), in
the replication dataset obtained by the “jmu” authors, the effect size was much smaller (d =
0.50). The fitted model explained 6% of the variance in the data set (𝑅 2 = .06). We conduct
LOOCV on the model to examine how well these results are likely to generalize to new samples.
The trainControl() function in the caret R package will be used to implement LOOCV.
set.seed(8424)
# Specify leave-one-out cross-validation
ex3_train_control <- trainControl(method = "LOOCV")
# Implement cross-validation using the “train()” function
ex3_mod_cv <- train(variable ~ factor, data = ex3_data, method = "lm",
trControl = ex3_train_control)
# Summarize the results
R2 <- summary(ex3_mod)$r.squared
R2_crossval <- ex3_mod_cv$results[,"Rsquared"]
cat(paste0(
"R-squared reported in the study: ",
round(R2, 4), "\n",
"Cross-validated R-squared: ",
round(R2_crossval, 4), "\n"
)
)
## R-squared reported in the study: 0.0597
## Cross-validated R-squared: 0.0199

